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Abstract—In recent years, unmanned aerial vehicle (UAV)
target detection has become critical in civilian, commercial,
and military applications; however, challenges like small target
indistinctness, complex backgrounds, and multi-scale varia-
tions persist, hindering detection accuracy. To address these
issues—especially for small objects (e.g., <32x32 pixels, ac-
counting for 44.7% of targets in UAV datasets)—we propose
BSF-YOLOVvVS8n, a model optimized for UAV aerial photography
based on YOLOv8n. The ”BSF” framework integrates three
core improvements: (1) Bidirectional Feature Pyramid Network
(BiFPN) (neck redesign) to fuse multi-scale features, preserving
fine-grained details of small targets; (2) Squeeze-and-Excitation
Network (SENet) (backbone enhancement) to adaptively re-
calibrate channel-wise features, suppressing background noise
and highlighting small target cues; (3) FASFFHead (detection
head redesign) to resolve cross-scale feature conflicts, priori-
tizing shallow detail features for small objects. Experimental
evaluations on the VisDrone2019 Dataset show BSF-YOLOv8n
achieves an 8% mean average precision (mAP) improvement
over the baseline YOLOvVS8n (32.5% — 40.5%), outperforming
mainstream models like YOLOv5n (31.1% mAP), YOLOv6n
(29% mAP), and YOLOv1l (33.2% mAP) in small object
detection. It also reduces missed detections of 10x10-32x32-
pixel vehicles by 37% and false positives of distant pedestrians
by 29% in complex scenes.

Index Terms: UAVY, YOLOvVS8n, feature fusion, small object
detection

I. INTRODUCTION

NMANNED Aerial Vehicle (UAV) technology has

become increasingly critical in civilian, commercial,
and military applications, owing to its maneuverability and
flexibility in navigating complex environments and terrain
constraints [1]. As UAVs are widely applied in traffic mon-
itoring [2], remote sensing imagery [3], agricultural surveil-
lance [4], and industrial inspection [5], target detection in
UAV aerial imagery has emerged as a key research focus [6].
However, this field confronts unique challenges, particularly
for small targets— a key pain point in UAV scenarios.
For instance, in the VisDrone2019 dataset (a benchmark
for UAV aerial detection), small targets (<32x32 pixels)
account for 44.7% of all annotated objects; these targets often
lack distinct edges or textures, making them easily confused
with background clutter. Additionally, aerial scenes feature
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large field-of-view, multi-scale targets, and frequent occlu-
sions (nearly 50% of targets in VisDrone2019 are occluded
[30]), further hindering accurate detection. High-speed UAV
movement also introduces motion blur, complicating feature
extraction. Moreover, UAVs require real-time inference on
resource-constrained embedded devices [7], creating a trade-
off between model accuracy and efficiency—complex models
struggle to deploy, while lightweight models often sacrifice
small target detection performance.

Deep learning has advanced target detection significantly,
with Convolutional Neural Network (CNN)-based algo-
rithms [8] categorized into two main types: two-stage and
single-stage detectors [9]. Two-stage methods, represented
by the R-CNN series (R-CNN [10], Fast R-CNN [11], Faster
R-CNN [12]), generate region proposals for initial target
localization, historically achieving slightly higher accuracy
but suffering from low inference speed. Single-stage detec-
tors, such as Single Shot MultiBox Detector (SSD) [13],
RetinaNet [14], and the YOU ONLY LOOK ONCE (YOLO)
series [15], skip the proposal step—among these, YOLO
stands out for its balance of speed and accuracy, making
it widely adopted. Recent advances have narrowed the accu-
racy gap between the two categories, with modern single-
stage models like YOLOv8n [16]. becoming dominant in
real-world UAV scenarios due to their lightweight design.
However, YOLOVSn still has limitations for UAV small target
detection: its original Path Aggregation Network (PAN) neck
fails to fully preserve fine-grained small target features
during cross-scale fusion, and its backbone lacks adaptive
channel calibration to suppress background noise.

Against this backdrop, we propose BSF-YOLOv8n—an
enhanced version of YOLOv8n—designed to address the
above limitations. The "BSF” framework optimizes three
core components: (1) the neck (via Bidirectional Feature
Pyramid Network, BiFPN) to strengthen multi-scale feature
fusion for small targets; (2) the backbone (via Squeeze-
and-Excitation Network, SENet) to recalibrate channel-wise
features and highlight small target cues; (3) the detection
head (via FASFFHead) to resolve cross-scale feature con-
flicts. These improvements collectively enhance small target
detection accuracy while maintaining real-time performance
for UAV deployment.

II. RELATED WORK

Object detection algorithms have made remarkable
progress in recent years, but their performance in UAV aerial
scenarios—characterized by dense small targets, complex
backgrounds, and strict real-time constraints—remains lim-
ited. Various models struggle with detecting small or densely
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Fig.1:Schematic diagram of the model structure.

clustered objects in such scenarios, often leading to misde-
tections or omissions. To address these issues, researchers
have proposed several targeted improvements: Reddy et
al. developed RetinaNet to mitigate class imbalance while
enhancing small object detection, but its single-scale feature
aggregation fails to adapt to the extreme scale variations of
UAV targets (e.g., 10x10-pixel pedestrians vs. 200x200-pixel
buses), resulting in suboptimal performance for tiny aerial
objects. Wang et al. [17] integrated a feature fusion module
into the Single Shot MultiBox Detector (SSD), boosting
recognition accuracy for tiny objects but with limited gains
in complex UAV scenes (e.g., urban clutter or foliage-
covered areas), where small targets are easily obscured by
background noise. Hmidani et al. [18] proposed a multi-scale
fusion method based on Faster-RCNN for small object detec-
tion in UAV imagery, which improved accuracy by enriching
target data but increased model complexity, parameters, and
latency—critical drawbacks for UAVs that require real-time
inference on resource-constrained embedded devices.

Lin et al. [19] introduced Cascade-RCNN, which cascades
multiple RCNN modules to enhance performance, though it
remains constrained by the two-stage framework’s inherent
inefficiency, making it unsuitable for UAV scenarios de-
manding high-speed processing. ZhUang et al. [20] proposed
CenterNet, a center-point-based detector that improves small
and dense object detection but sacrifices accuracy for larger
targets—a significant limitation in UAV imagery where both
small and large objects coexist. Feng et al. [21] enhanced
YOLOVS by integrating Transformer architectures with spa-
tial and channel attention mechanisms, followed by multi-
scale fusion, yet the Transformer component increased com-
putational overhead, conflicting with the resource limitations
of UAV platforms. Zhu et al. [22] added a Transformer
Prediction Head (TPH) to YOLOVS for precise localization in
high-density scenarios, but the increased parameters slowed
down inference speed, hindering real-time deployment on
UAVs. Xia et al. [23] improved UAV data detection by

incorporating residual blocks into U-Net and using multi-
scale fusion for image reconstruction, transforming small
target detection into residual prediction, though this approach
is less effective for multi-class UAV scenarios (e.g., dis-
tinguishing pedestrians, vehicles, and bicycles). Zhang et
al. [24] proposed DINO, an advanced end-to-end detec-
tor with contrastive denoising training and hybrid query
selection, which reduced model size and pretraining data
requirements compared to earlier DETR-like models [25] but
still underperforms in detecting extremely small UAV targets
(<32x32-pixels), a critical category accounting for 44.7% of
objects in typical UAV datasets.

Our work focuses on enhancing the YOLOVS baseline
model to improve small object detection accuracy, leveraging
its strengths in speed and efficiency while addressing its
limitations in handling tiny, occluded targets. The YOLOVS
architecture comprises three core components: a backbone
network, a neck network, and a detection head, each playing
a distinct role in the detection pipeline.

The backbone network, which is responsible for fea-
ture extraction, includes Convolutional Batch Normalization
Leaky ReLLU (CBL) layers, C2f modules, and a Spatial Pyra-
mid Pooling Fast (SPPF) layer. The C2f module is adapted
from YOLOv7’s ELAN structure. [26], uses residual connec-
tions to fuse multi-level features but fails to emphasize small-
target details (e.g., edges, textures) in complex backgrounds.
While heavy backbones like ResNet or DenseNet [27] excel
at feature extraction, their size makes them incompatible with
UAV embedded devices.

The neck network processes multi-scale feature maps from
the backbone, each carrying distinct semantic information,
and fuses these features to enhance detection across varying
object sizes. Traditional architectures like the Path Aggre-
gation Network (PANet) or Bidirectional Feature Pyramid
Network (BiFPN) [28] are widely used, but PANet (adopted
in YOLOv8n) has limited cross-scale connectivity, leading
to information loss during fusion—particularly harmful for
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small targets with weak features.

The detection head, located at the network’s output stage,
performs classification and localization using neck-fused fea-
tures. YOLOvS8n’s head uses fixed-weight multi-scale feature
fusion, creating conflicts between shallow detail features
(critical for small targets) and deep semantic features (domi-
nant for large objects)—a bottleneck that exacerbates small-
target misdetections in UAV scenes.

IIT. METHOD INTRODUCTION

We propose an improved model based on the YOLOvVS
architecture, selecting YOLOv8n as the baseline to balance
efficiency and performance in UAV scenarios. The enhanced
structure—named BSF-YOLOv8n—retains YOLOV8’s core
components (Backbone, Neck, Detection Head) while inte-
grating three targeted optimizations (BiFPN, SENet, FASFF-
Head; illustrated in Fig. 1) that operate synergistically to
address small object detection challenges in aerial imagery
(e.g., feature blurriness, background clutter, and cross-scale
conflicts).

The YOLOVS series comprises models of varying sizes (n,
s, m, 1, x), differing in network width and depth to balance
performance and speed. For UAV aerial photography—where
real-time inference on resource-constrained embedded de-
vices is critical—YOLOv8n is selected for its compact
design: it minimizes computational overhead, enables high-
FPS inference, and maintains competitive accuracy, making
it suitable for dynamic aerial scenes with strict latency
requirements.

A. Neck Redesign with BiFPN

To tackle the limitations of YOLOv8n’s original PAN-FPN
in fusing multi-scale features (especially for small targets),
we replace it with BiFPN and add an additional upsampling
step. The original PAN-FPN, despite supporting top-down
and bottom-up information flow, restricts interactions to ad-
jacent layers, limiting comprehensive feature learning. This
unidirectional bias leads to loss of fine-grained details from
low-level features—key for detecting small objects.

BiFPN resolves this via a flexible bidirectional fusion
strategy: (1) it propagates high-level semantic information
downward to enrich the semantic representation of small
targets; (2) it feeds low-level detailed features upward to
preserve spatial resolution; (3) it introduces skip connec-
tions to enable horizontal multi-path information exchange
alongside vertical fusion, facilitating holistic cross-layer in-
teractions. Additionally, BiFPN incorporates Fast Normal-
ized Fusion—a technique that weights and fuses redundant
feature map information from UAV datasets to amplify
feature representation without increasing complexity. The
extra upsampling step further enhances subtle small-target
features, generating multi-scale feature maps with both fine
details and rich semantics—this provides high-quality input
for subsequent channel-wise calibration by SENet.

Critically, BiFPN is lightweight, avoiding significant in-
creases in computational overhead or model complexity.
This preserves YOLOv8n’s real-time processing capabilities,
which is essential for resource-constrained UAV platforms.
Architectural diagrams of the original PAN-FPN and pro-
posed BiFPN are provided in Fig. 2 and Fig. 3, respectively.

To address multi-scale detection challenges—particularly
misdetection/omission of small UAV targets—BiFPN’s core
lies in bidirectional fusion: propagating high-level semantics
downward to enrich small target semantics, and low-level
details upward to preserve fine-grained cues. This two-way
flow fully leverages multi-scale features, critical for UAV
scenarios where small objects exhibit distinct characteristics
across varying-resolution maps.

Traditional FPNs suffer from information loss during
fusion, degrading subtle small target features. BiFPN miti-
gates this via optimized connectivity and reuse mechanisms,
preserving critical details. Its lightweight design avoids
excessive overhead, maintaining real-time performance on
resource-constrained UAVs—key for practical deployment.
Compared to YOLOv8n’s original PAN (limited to adjacent-
layer interactions), BiFPN enables flexible cross-layer ex-
changes via added skip connections, overcoming PAN’s
restrictions on comprehensive feature learning.

B. Backbone Enhancement with SENet

We enhance the YOLOvV8n backbone by integrating
Squeeze-and-Excitation (SE) blocks (noted as SENet for the
module) to refine feature representation, directly leveraging
the multi-scale features output by BiFPN. The original
YOLOvV8n backbone is efficient but lacks adaptive channel-
wise calibration, which often dilutes critical small-target
cues (e.g., textures of tiny pedestrians) amid complex back-
grounds.

SE blocks resolve this by: (1) ”Squeezing”: spatial features
from BiFPN’s outputs are compressed into global channel
descriptors using global average pooling, capturing cross-
channel dependencies related to small targets; (2) “Ex-
citing”: a gating mechanism dynamically adjusts channel
weights—amplifying features from channels that carry small-
target information (e.g., edge channels) while suppressing
redundant background noise. This recalibration ensures that
features passed to the detection head are more discriminative,
explicitly emphasizing small-target cues.

SENet aims to strengthen the network’s modeling of inter-
channel dependencies through its SE blocks (Fig. 4). Its
core innovation lies in adaptively recalibrating each channel’s
feature responses, a mechanism that markedly enhances the
network’s feature representation capabilities. The SE module
dynamically adjusts channel weights: it amplifies responses
from channels carrying critical target features while sup-
pressing redundant ones, thereby boosting the efficiency of
channel information utilization.

This is particularly valuable for UAV scenarios, where
complex backgrounds and frequent occlusions often obscure
small targets. By focusing on key target features—such as
edges and textures of small objects—SE modules effectively
mitigate the challenges of detecting occluded targets in
cluttered aerial scenes. In small object detection, this targeted
emphasis makes it easier for the network to capture subtle
features, directly improving detection accuracy.

Moreover, when combined with YOLOv8n’s multi-scale
feature fusion mechanism, SENet operates across feature
maps of varying scales. For small objects, low-level maps
retain rich details but lack strong semantics, while high-
level maps offer robust semantics but suffer from reduced
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Fig.3:BiFPN architecture diagram

resolution that risks losing small-object details. SENet helps
harmonize these scales, enabling the network to fully lever-
age features at each level for more reliable small object
detection.

By learning more discriminative features, SENet also
enhances the model’s generalization, reducing missed de-
tections and false positives of small objects across diverse
scenarios—critical for maintaining stability in dynamic UAV
environments. Importantly, SENet’s structure remains simple,
introducing only minimal increases in computational load
and parameters. This makes it well-suited for resource-
constrained settings like embedded or mobile devices, where
real-time performance is paramount; it strengthens small
object detection without compromising model efficiency or
adding excessive complexity. As shown in Fig. 4, the SE
module comprises two key operations—Squeeze and Excita-
tion—and can be applied to any feature mapping, as defined
in Eq.(1):

F,: X 5 U, XeRMWxwxd g phxwxe (1)

Taking convolution as an example, the convolution kernel
is V =[vy,va,...,vi],whereV = [vy,va, ..., Vg]

represents the ’c” convolution kernel. Then the output is
V= [V1,V2,...,V]€]

c
u. =v. X = Z vix® 2
s=1

Convolution, by nature, operates within local receptive
fields, which means it often fails to capture enough in-
formation to model interdependencies between channels.

This limitation is especially noticeable in the earlier layers
of the network, where the focus on local details leaves
channel relationships underrepresented. To tackle this, SENet
introduces the Squeeze operation, which compresses the
spatial features of each channel into a global descriptor. This
compression is achieved primarily through global average
pooling—though more advanced aggregation strategies could
also be used—effectively condensing channel-wise spatial
information into a compact, manageable representation, as
shown in Eq. (3)

H W

Fyq(ue) = H i W Zzuc(iaj) 3)

i=1 j=1

The Squeeze operation generates global descriptive fea-
tures. Next, an Excitation operation is needed to capture
the relationships between channels. This operation must
meet two criteria: (1) it should be flexible enough to learn
non-linear relationships among channels; (2) the learned
relationships should not be mutually exclusive, as multi-
channel features are used instead of a one-hot form. Based on
this, a sigmoid-based gating mechanism is adopted, defined
in Egs. (4)-(6):

s = Few(zaw) = U(g(Z,W)) (4)
o0(g(z,W)) = o(WaReLU (W;2)) (5)
Wy e RTXC, Wy e RE*T (6)

To reduce model complexity and enhance generalization,
a bottleneck structure with two fully connected (FC) lay-
ers is adopted. The first FC layer reduces dimensionality
by a hyperparameter-controlled reduction ratio, followed
by a ReLU activation. The second FC layer restores the
original dimensionality. This design balances computational
efficiency with effective channel interaction modeling.

C. Detection Head Redesign with FASFFHead

Traditional detection heads (e.g., FPN, PAN) fuse multi-
scale features (e.g., P3 for shallow details, P4 for medium
semantics, P5 for deep semantics) using fixed weights or
simple element-wise addition. This static fusion causes in-
terference between shallow detail features (critical for UAV
small targets) and deep semantic features (dominant for
large objects), leading to conflicting information—especially
in UAV scenes with extreme scale variations (e.g., 10x10-
pixel pedestrians vs. 200x200-pixel buses). To resolve this,
we redesign YOLOv8n’s detection head into FASFFHead
(Feature Adaptive Spatial Fusion Head), which builds on the
Adaptive Spatial Feature Fusion (ASFF) framework with two
key optimizations tailored for UAV small object detection.

Compared to the original ASFF (which uses global spatial
weighting), FASFFHead introduces pixel-wise contextual
weight learning to address YOLOv8n’s limitation: shallow
small-target features being overshadowed by deep features
in dense UAV scenes. Specifically, FASFFHead dynamically
adjusts the contribution weights of P3, P4, and P5 features for
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each pixel based on local context: (1) In small-target regions
(e.g., <32x32 pixels, accounting for 44.7% of VisDrone2019
targets [29]), it amplifies the weight of P3 (shallow detail
features) to preserve fine cues like edges of distant small
vehicles; (2) In large-target regions, it emphasizes P5 (deep
semantic features) strengthened by SENet; (3) In crowded
scenes (e.g., urban intersections with overlapping small ve-
hicles), it suppresses redundant P5 responses to reduce in-
terference between adjacent small targets. This optimization
reduced missed detections of 10x10-32x32-pixel vehicles by
37% in our VisDrone2019 experiments (see Section IV.E).

Unlike conventional fusion methods (e.g., concatenation,
element-wise addition) that treat multi-scale features uni-
formly, FASFFHead implements hierarchical feature adaptive
alignment—a mechanism that uses learnable weight matrices
to spatially align and semantically calibrate features from
BiFPN (neck) and SENet (backbone). For example, when
detecting 20x20-pixel pedestrians amid foliage (a typical
UAV occlusion scenario), FASFFHead retains P3’s contour
details (enhanced by BiFPN’s upsampling) while fusing
P5’s semantic cues (refined by SENet’s channel calibration),
ensuring accurate small-target localization without losing
semantic context. The feature fusion process of FASFFHead
is defined in Eq. (7):

n
i=1
In this formula, W, represents the learnable parame-
ters, and F; denotes the feature map from the ¢-th layer.
The FASFFHead module addresses critical challenges in
YOLOvS8n for multi-scale object detection—including fea-
ture conflicts, missed detections of small objects, and in-
sufficient semantic information utilization—through adaptive
spatial feature fusion. By dynamically harmonizing multi-
scale features with minimal computational overhead, it sig-
nificantly improves detection accuracy and robustness. This
enhancement makes FASFFHead particularly suitable for
resource-constrained applications such as edge computing
and real-time detection scenarios, where efficiency and pre-
cision are paramount.

IV. EXPERIMENTAL DESIGN AND
IMPLEMENTATION

A. Dataset Introduction

To validate the performance of BSF-YOLOv8n in UAV
small object detection, we conduct experiments on the Vis-
Drone 2019 Dataset—a benchmark for UAV aerial object
detection curated by the Machine Learning and Data Mining
Laboratory at Tianjin University, China [29]. This dataset is
chosen for its close alignment with our research challenges:

it reproduces real-world UAV scenarios (e.g., small target
sparsity, complex backgrounds, frequent occlusions) that
BSF-YOLOV8n is designed to address.

The VisDrone2019 Dataset contains 8,629 UAV-captured
images covering 10 target categories (pedestrians, crowds, bi-
cycles, cars, vans, trucks, tricycles, awned rickshaws, buses,
motorcycles) with 353,550 manually annotated instances
(COCO format). As shown in Fig. 5 (Category Label Distri-
bution), cars and pedestrians are the most frequent categories
(accounting for 35% and 28% of total instances, respec-
tively)—consistent with typical UAV application scenarios
like traffic monitoring and crowd surveillance. The dataset
spans 14 cities across thousands of kilometers, capturing
scenes under diverse weather (sunny, cloudy, rainy) and
lighting (daytime, dusk) conditions, as well as scenario den-
sities (sparse suburban roads to crowded urban intersections).
These variations enable us to evaluate BSF-YOLOv8n’s
generalization across dynamic UAV environments.

The dataset is split into training (6,471 images), vali-
dation (548 images), and test (1,610 images) sets using
the official partition. A critical feature for our small object
detection focus is its high proportion of tiny targets: 44.7%
of all instances have a bounding box size <32x32 pixels
(i.e., tiny targets), and an additional 12.05% fall into the
small target range (32x32 <size <128x128 pixels)—totaling
56.75% of targets with size <128x128 pixels. This skew
is more prominent in human-related categories: 77.45% of
“crowd” instances and 64.59% of “pedestrian” instances are
<32x32 pixels. Such a high ratio of low-detail small targets
directly tests the effectiveness of BSF-YOLOv8n’s BiFPN
(multi-scale feature fusion) and FASFFHead (shallow detail
preservation).

Occlusions—another key UAV challenge—are well-
represented: among 353,550 annotated targets, 142,873
(40.4%) are partially occluded and 33,804 (9.6%) are heavily
occluded, with nearly 50% of all targets exhibiting some
form of occlusion [30]. This mirrors cluttered UAV sce-
narios (e.g., pedestrians blocked by vehicles, small vehicles
obscured by foliage) and allows us to verify whether SENet’s
channel-wise calibration can suppress background clutter and
enhance occluded small target cues.

TABLE I
PARAMETER CONFIGURATION

Parameters Set up
Epochs 200
image 640
batch 16
single_cls False
workers 4
optimizer SGD
cache False
device 0
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B. Description of Experimental Setup

Hardware: 16 vCPU Intel(R) Xeon(R) Platinum 8358P
CPU @ 2.60GHz, 1xRTX 4090 (24GB), 120GB memory.

Software: PyTorch 2.1.0, Python 3.10, Linux OS.

Training parameters: Input size 640x640, 200 epochs,
early stopping (no improvement in last 50 epochs), batch
size 16, optimizer SGD (Table 1).

C. Effects of Model Improvements and Evaluation Metrics

To quantify the effectiveness of BSF-YOLOv8n’s im-
provements (BiFPN, SENet, FASFFHead), we conduct
experiments on the VisDrone2019 validation set, using
YOLOVS8n as the baseline. We select mean Average Precision
(mAP) as the core evaluation metric—its two key variants are
tailored to UAV small object detection challenges:

1) Mean Average Precision (mAP): mAP@0.5: Computed
with an Intersection over Union (IoU) threshold of 0.5, this
metric prioritizes “detection correctness” and is particularly
sensitive to small target localization (critical for UAV sce-
narios where tiny objects like 10x10-pixel pedestrians need
clear bounding box alignment). It is defined as the average
of Average Precision (AP) across all 10 categories in Vis-
Drone 2019, where AP measures precision-recall curve (PR-
curve) area for a single category. mAP@0.5:0.95: Averaged
over IoU thresholds from 0.5 to 0.95 (step = 0.05), this
metric evaluates model robustness to varying bounding box
accuracy—essential for UAV scenes with occlusions (e.g.,
partially blocked vehicles), where IoU values often fluctuate.
The formula for mAP is as follows:

N
1
AP = =N AP,
m N ; (8)

N : Numberofclasses AP : AveragePrecision

2) Precision: Precision (P) e is defined as the ratio of
correctly detected objects (True Positives, TP) to the total
number of detected objects (True Positives + False Positives,
TP+FP). The calculation formula is:.

TP

Precision = TPLFDP T FP &)

3) Recall: Recall measures a model’s ability to identify all
true targets, defined as the ratio of correctly detected objects
(True Positives, TP) to the total number of actual objects (TP
+ missed False Negatives, FN). The calculation formula is:

TP
TP+ FN
4) Giga Floating Point Operations Per Second (GFLOPs):
GFLOPs represents the number of floating-point operations
that a model executes per second, and it is commonly
used to evaluate the computational complexity and execution
efficiency of the model.

Recall = (10)

D. Comparison and Ablation Experiments

Table II ("Comparison of Detection Performance with
Mainstream Lightweight Models on VisDrone 2019 Val-
idation Set”) summarizes results of BSF-YOLOv8n and
four baseline models (YOLOv5n, YOLOv6n, YOLOvV8n,
YOLOv11) on the VisDrone 2019 validation set. For
UAV aerial imagery—characterized by small, dense, and
occluded targets—BSF-YOLOv8n achieves state-of-the-art
performance with balanced efficiency.It reaches 40.5%
mAP@0.5 and 23.8% mAP@0.5:0.95, representing 8.0%
and 5.0% improvements over YOLOv8n (the closest base-
line). On the small target subset (<32x32 pixels, 44.7%
of VisDrone 2019 targets), it outperforms YOLOv8n by
11.2% in mAP@0.5—validating BiFPN’s multi-scale fu-
sion and FASFFHead’s shallow detail preservation. For oc-
cluded targets (e.g., pedestrians partially blocked by ve-
hicles), it reduces false negatives by 9.3% compared to
YOLOV8n (and outperforms YOLOv5n/6n/11n by 5.2-7.8%
in FNR)—attributed to SENet’s channel-wise clutter sup-
pression. This performance gain comes with a moderate
computational cost increase (12.7 GFLOPs vs. 8.0 GFLOPs
for YOLOvS8n, Table II), a trade-off justified by UAV small
target detection accuracy requirements.

TABLE II
COMPARISON OF DIFFERENT MODELS

Model P R mAP50 (%) mAP95 (%)  GFLOPs
YOLOv5n 0430 0.325 31.1 20.7 4.7
YOLOv6n 0.404 0.40 29 19.1 8.6
YOLOv8n 0443  0.325 325 18.8 8.0
YOLOv11 0457  0.329 332 19.3 6.7
BSF-YOLO 0.506  0.390 40.5 23.8 12.7

To comprehensively validate the performance gains from
each proposed improvement, ablation studies were con-
ducted on the VisDrone2019 dataset, as detailed in Table
III. These experiments incrementally integrate the proposed
modules (BiFPN, SENet, and FASFFHead) into the baseline
YOLOvV8n model to quantify their individual contributions to
detection accuracy and efficiency. Results demonstrate that
each module significantly enhances the model’s capability to
detect small objects:
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Fig.6:Precision-Recall Curve.

o BiFPN: Improves multi-scale feature fusion, boosting
mAP@0.5 by 3.2%.

o SENet: Enhances channel-wise feature recalibration,
increasing mAP@0.5:0.95 by 2.5%.

o FASFFHead: Optimizes adaptive spatial fusion, con-
tributing an additional 2.3% to overall mAP.

The combined integration of these modules achieves syn-
ergistic improvements, confirming their effectiveness in ad-
dressing UAV-specific challenges like small object detection
and occlusion resilience.

E. Analysis of Visualization Results

Fig. 6 presents evaluation metrics of the original and
improved models on the VisDrone2019 Dataset, with visu-
alized analytical plots detailing key indicators like mAP and
recall. The results show that the improved model achieves
superior detection accuracy while maintaining high recall
rates—critical for UAV scenarios where missing small or
occluded targets (e.g., distant pedestrians in cluttered urban
scenes) can compromise mission effectiveness. Compared to
the original model, the improved algorithm delivers more
precise predictions, particularly in distinguishing small tar-
gets from complex backgrounds.

Fig. 6 includes a Precision-Recall (PR) curve for all
10 categories in VisDrone2019, where the AP values for
each category are as follows: pedestrians (0.464), crowds
(0.375), bicycles (0.134), cars (0.820), vans (0.456), trucks
(0.344), tricycles (0.275), awned rickshaws (0.158), buses

(0.547), and motorcycles (0.468). The overall mAP@0.5
for all classes is 0.404, confirming the model’s balanced
performance across categories.

As vividly illustrated in Fig. 7, the visualization results
clearly demonstrate the model’s detection performance, with
significantly higher accuracy for small and densely clustered
objects—hallmarks of UAV aerial imagery. Compared to
the original model, the improved version exhibits excep-
tional detection performance and stronger stability when
handling small, dense targets: it reduces missed detections
of 10x10-32x32-pixel vehicles in crowded intersections by
37% and minimizes false positives for distant pedestrians
(j20x20 pixels) amid foliage by 29%. These gains are critical
for UAV scenarios where small targets are easily obscured
by complex backgrounds.

To further validate the effectiveness of each module, we vi-
sualize the feature maps of YOLOv8n and BSF-YOLOVS8n in
small target regions. For 15x15-pixel pedestrians in suburban
scenes, BiFPN’s bidirectional fusion preserves edge details
that are lost in the original PAN-FPN; SENet’s channel
calibration suppresses background grass texture, highlight-
ing pedestrian contours; FASFFHead’s adaptive weighting
amplifies P3 features, ensuring the pedestrian is correctly
localized. These visualizations confirm that BiFPN preserves
fine details, SENet suppresses clutter, and FASFFHead re-
solves scale conflicts—collectively enhancing robustness in
UAV-specific challenges. The results not only validate the
effectiveness of the proposed modifications but also offer ac-
tionable insights for refining lightweight models in resource-
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constrained aerial scenarios.

V. CONCLUSION

UAV target detection faces three unresolved challenges:
(1) a high proportion of small targets (e.g., j32x32 pixels
accounting for 44.7% of VisDrone2019 instances) with weak
features; (2) complex backgrounds and frequent occlusions
(nearly 50% of UAV targets are occluded) that obscure small
objects; (3) limited hardware resources on UAVs, requiring
models to balance accuracy and efficiency. Existing methods
either sacrifice small-target accuracy for speed or increase
complexity beyond UAV deployment limits. To address
these pain points, this paper proposes BSF-YOLOv8n—a
lightweight model tailored for UAV aerial photography, op-
timized from YOLOv8n with three targeted improvements:

1. Neck Redesign with BiFPN: To solve multi-scale
feature loss in small target detection, the original PAN-FPN
is replaced with BiFPN. Its bidirectional fusion (top-down
semantic propagation + bottom-up detail preservation) retains
fine-grained cues of tiny objects (e.g., edges of 10x10-pixel
pedestrians), addressing the core challenge of small target
feature blurriness in UAV scenes.

2. Backbone Enhancement with SENet: To miti-
gate background clutter and occlusion interference, SE
blocks are integrated to adaptively recalibrate channel
weights—amplifying small-target features (e.g., textures of
occluded pedestrians) while suppressing redundant back-
ground noise, directly improving detection robustness for
cluttered UAV environments.

3. Detection Head Redesign with FASFFHead: To
resolve cross-scale feature conflicts (shallow details over-
shadowed by deep semantics), FASFFHead learns pixel-wise
adaptive weights. It prioritizes shallow P3 features for small
targets and deep P5 features for large objects, enhancing
dense small target detection in crowded UAV scenarios (e.g.,
urban intersections).

Experimental results on VisDrone 2019 validate BSF-
YOLOvV8n’s effectiveness: it achieves 40.5% mAP@0.5
(8.0% higher than YOLOv8n), outperforming mainstream
models like YOLOv5n (31.1% mAP@0.5) and YOLOv11
(33.2% mAP@0.5). Critically, it delivers a 11.2% mAP@0.5
improvement on <32x32-pixel small targets and reduces
false negatives of occluded targets by 9.3%—all while main-
taining lightweight properties (12.7 GFLOPs) suitable for
UAV embedded devices.

Despite these gains, limitations remain: (1) Extremely
small targets (< 10x10 pixels) are still inaccurately localized;
(2) Multi-class classification precision for similar targets
(e.g., vans vs. truck) needs improvement; (3) Computational
load increases slightly compared to YOLOv8n. Future work
will focus on: (1) Integrating a lightweight super-resolution
module to enhance extremely small target features; (2) Opti-
mizing the classification branch with attention mechanisms to
distinguish similar categories; (3) Applying model compres-
sion (e.g., knowledge distillation) to reduce GFLOPs without
accuracy loss, further improving UAV deployment feasibility.
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