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Abstract—Emotion recognition is recognized as playing a
key role in the development of intelligent systems that should
understand and respond to human emotional states. These
systems have a transformative impact on the quality and
reactivity of public services that we encounter in our daily
life, especially in online education, mental health monitoring,
remote medical diagnosis, and intelligent surveillance. Although
there are numerous channels through which emotions can be
recognized, Facial Emotion Recognition (FER) is one of the
most significant sources of emotional information. Despite the
existence of a large variety of data sources with face images that
allow for successful FER, high accuracy levels are still very hard
to reach due to obstacles such as glasses and masks, illumination
conditions, head pose, and orientation. To overcome these
issues, we present a new emotion recognition model based on
the Vision Transformer (ViT) architecture, which has recently
given promising results for computer vision tasks. Compared
to traditional Convolutional Neural Networks (CNNs), ViTs are
better at capturing long-range dependencies and global context
information, and they provide more robustness and accuracy
under different conditions.

The proposed model is extensively trained and tested on two
widely used FER benchmark datasets: Extended Cohn-Kanade
(CK+) and Japanese Female Facial Expression (JAFFE). From
the experiments, it can be seen that for CK+ and JAFFE, our
approach achieves classification rates of 98.98% and 97.67%
respectively, higher than in some recent deep learning models.
In addition to being quantitatively improved, the model also
presents an excellent generalization capability for different fa-
cial characteristics as well as for other environmental variations.
In general, our work demonstrates the potential of ViT architec-
tures and applications in facial expression emotion recognition.
The potential of our approach by overcoming severe limitations
of current systems lies in the direction of natural, intuitive, and
context-aware human-machine interaction systems capable of
functioning in dynamic, real-world environments.

Index Terms—Facial Emotion Recognition, Vision Trans-
former (ViT), Human-Computer Interaction (HCI), Deep
Learning, Facial Analysis, Affective Computing, Transformer
Models, CK+ Dataset, JAFFE Dataset, Self-Attention Mecha-
nism

I. INTRODUCTION

Facial Emotion Recognition (FER) is at the core of human-
oriented applications. It contributes to improved service de-
livery in many areas, including healthcare [1], education [2],
public safety [3], gaming [4], and customer service [5]. FER
systems represent a step toward the creation of intelligent and
adaptive and contextual machines, capable of interpreting one
of the most important channels of nonverbal communication
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among humans, facial expressions. Among the uses of such
systems is the potential for tracking the mental health of
individuals, identifying stress in high-stakes situations, and
providing real-time user experiences.

While much progress has been made, consistently recog-
nizing emotion in unconstrained real-world contexts contin-
ues to be very challenging. Lighting variations, occlusions
(glasses, masks), head poses, and the huge variability of
facial expressions of different individuals still affect the
robustness and precision of FER systems. CNNs are good at
identifying local spatialpatterns, but they are not explicitly
designed to learn long-range dependencies and global facial
context, both important for emotion recognition in difficult
conditions.

In an attempt to overcome these drawbacks, ViTs are
being regarded as a novel, powerful model that replaces
CNN-based models. Unlike CNNs, ViTs use self-attention
to capture global relationships over regions of the face and
learn features in a more holistic, context-aware way. This is
useful for FER, where small portions of the face may contain
information about emotions. Also, ViTs exhibit superior
generalization performance, which is essential in real-world
FER scenarios where robustness is often as important as
accuracy.

In this study, we propose a ViT-based FER model. Our aim
is therefore not just high recognition accuracy but robustness
under the types of conditions and noise encountered in
real-world applications. We assess experiments on standard
datasets, comparing our model with a proposed Attention-
based CNN model, existing CNN-based traditional meth-
ods, and newer transformer-based methods, being able to
exhibit its superior features of accuracy, generalization, and
robustness. In summary, the highlights of this paper are the
following:

• To capture global dependencies through self-attention,
we propose an architecture based on the ViT for facial
emotion recognition.

• We outperform other methods with accuracies of
98.48% on the CK+ and 97.67% on the JAFFE dataset,
showing that our approach is effective even for a wide
range of different emotion classes.

• We employ strong data augmentation and preprocess-
ing, including normalization, random cropping, flipping,
rotation, and zooming, to improve generalization and
reduce overfitting.

• We conduct detailed experimental analysis and testing
employing various metrics such as Accuracy, Precision,
Recall, F1-score, Confusion matrices and Training-
Validation performance curves.

• The architecture of our model makes it ideal for deploy-
ment in such applications, as smart cities, healthcare
monitoring, affective computing and any other emotion-
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aware system.
The remainder of this paper is structured as follows:

Section II discusses related recent work in facial emotion
recognition. The ViT-based FER model is introduced in
Section III. The datasets employed and a detailed discussion
of the obtained results are presented in Section IV. Finally,
Section V concludes the paper and suggests some possible
future directions.

II. RELATED WORK

Traditional FER systems have mostly relied on hand-
crafted feature extraction techniques such as Histogram of
Oriented Gradients (HOG), Local Binary Patterns (LBP),
and deep CNNs [6], [7]. Various FER models have been
introduced in the past ten years to overcome the weaknesses
of previously proposed methods and to achieve higher recog-
nition rates on diverse datasets and conditions [8], [9].
As examples, S. AbdELminaam et al.[10] have proposed a
complete FER system based on transfer learning integrated
with fog and cloud computing. By employing Deep Con-
volutional Neural Networks (DCNNs) as feature extractors
and conventional classifiers, including Decision Tree (DT),
Support Vector Machine (SVM), and K-Nearest Neighbor
(KNN), the described system reached a high accuracy of
99.06% on the SDUMLAHMT and CASIA datasets. In the
same direction, Minaee et al. [11] used an attention-based
CNN model that focused on important parts of the face,
obtaining an accuracy of 98%, 70.02%, 92.8%, and 99.3% on
CK+, FER-2013, JAFFE and FERG datasets, respectively. In
an edge-computing-oriented work, Muhammad and Hossain
[12] applied CNNs to design an FER system that obtained
96.6% and 93.5% accuracy in CK+ and JAFFE, respectively.
Similarly, Akhand et al. [13] applied transfer learning with
very deep CNNs like VGG-16, ResNet-50, Inception-v3,
and DenseNet-161. The best results were obtained using
DenseNet-161 with an accuracy of 96.51% on KDEF and
99.52% on JAFFE. Also, Gupta et al. [15] proposed an FER
approach focusing on the engagement of online learners,
achieving accuracies of 89.11%, 90.14% and 92.32% using
Inception-V3, VGG-19 and ResNet-50, respectively, on sev-
eral datasets, including FER-2013 and RAF-DB.

Interestingly, while these are CNN-based methods, they
still inherit the CNN architecture and therefore overcome
only in part the challenges that uncontrolled environments
pose to face recognition systems, such as variable illumina-
tion, occlusion, and different geometries of faces, that all are
often present. To overcome these issues, transformer-based
models have recently been explored as well, due to their
scalability and more complex architecture.

The ViT was first proposed for image classification and has
since shown state-of-the-art results on numerous computer
vision tasks. In addition, its self-attention mechanism allows
for long-range dependencies and global context modeling,
which can be particularly helpful in capturing fine-grained
emotional cues in different regions of the face. In a recent
work, Aouayeb, et al.[14], fused ViT with Squeeze-and-
Excitation (SE) blocks and tested the model using CK+,
RAF-DB, JAFFE and SFEW datasets, obtaining accuracies
of 99.49% and 90.61% at best. Chowdary et al.[23] applied
ViT for transfer learning along with MobileNet, InceptionV3,

VGG19, and ResNet50 achieving an accuracy of 96% on
the CK+ dataset. ViT has also been combined with other
deep learning structures. Xiong et al. [20] fused CNN and
ViT and used adaptive training to overcome noise and occlu-
sion, achieving recognition performance on the Oulu-CASIA
dataset. A hybrid model of ViT and Temporal Convolution
Network ViTCN model has been proposed by Zakieldin et
al. [16] that showed better results on datasets including AFF-
Wild2, DFEW, and CK+. In addition, Bie et al. [17] proposed
Swin-FER, a ViT based model with spatial encoding. It
was able to reach 100% accuracy on CK+ and 71.11% on
FER2013 demonstrating the applicability of this model in
controlled as well as uncontrolled settings.

P. Barile et al. [18] used the concept of Transfer Learning
(TL) in the context of complexity science and reached an
accuracy of 85.54% on the JAFFE dataset, also consider-
ing the importance of hyperparameter tuning. Their study
demonstrated how transfer learning can address issues of
data scarcity while connecting FER to more general studies
of human behavior.

N. Kumari and R. Bhatia [24] performed another study in
which they devised a saliency map and deep learning-based
FER framework that relied on preprocessing based on GAN-
based augmentation, saliency maps and bilateral filtering. It
gave a performance of 97.7% on JAFFE, 99.9% on CK+
and 84.2% on FER+. This approach showcased very high
accuracy on small, controlled datasets, but the results on
FER+ showed the difficulty of generalizing to larger and
more complex datasets.

H. Kassab et al. [19] proposed GCF, a graph convolutional
approach to FER that combines features extracted by a CNN
with graph convolutional layers to learn both local and global
information of the face. When tested on CK+, JAFFE and
FERG, GCF outperformed the current leading techniques, in-
creasing ResNet18 accuracy from 92% to 98% on CK+, from
66% to 89% JAFFE, from 94% to 100% FERG, as well as
VGG16 performance in the same datasets. It finds additional
strength from the successful integration of graphs with CNNs
for improved resilience against variances among target facial
expressions. Transfer learning was employed in [21] using
VGG-19 and ResNet-152 for recognizing facial expressions,
in which dataset specific preprocessing was applied and some
of the models layers were frozen. Achieving 98% accuracy
on the CK+, it performs decently under controlled conditions,
but it drops to 44% and 89% on FER2013 and JAFFE,
respectively, presenting some generalization difficulties when
facing unconstrained scenarios.

S. Li et al. [22] presented an FER approach based on the
combination of global and local features on the face, where
image preprocessing is performed, followed by an encoder-
decoder for global features and local feature extraction based
on Haar cascades. The proposed two-branch CNN with
adaptive fusion module classified JAFFE with an accuracy
of 97.61% and FER-2013 with 80.59% and was capable
of better recognizing subtle emotional variations. This work
emphasizes the benefits of the integration of global and
local information, although results are dataset dependent and
indicate problems of generalization.

As shown in Tab.I, the surveyed studies show a great ad-
vancement in FER, with deep learning approaches achieving
a high accuracy on benchmark datasets. Transfer learning and
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TABLE I
SUMMARY OF RELATED STUDIES IN FACIAL EMOTION RECOGNITION (FER)

Reference Key Findings Advantages Limitations
S. AbdELmi-
naam et al. [10]

Transfer learning with DCNN
+ classical classifiers achieved
99.06% accuracy on multiple
datasets.

Effective transfer learning; tested on multi-
ple datasets.

Relies on classical classifiers after feature
extraction; limited end-to-end learning.

Minaee et al. [11] Attention-based CNN
improved focus on key
facial features; accuracy
ranged 70%–99.3%.

Attention highlights important regions; bet-
ter feature learning.

Variable performance; generalization chal-
lenges.

Muhammad &
Hossain [12]

Edge computing FER using
CNN reached 96.6% and
93.5% accuracy on CK+ and
JAFFE.

Low latency; suitable for real-time use. Limited robustness to complex environmen-
tal factors.

Akhand et al.
[13]

Very deep CNNs (DenseNet,
ResNet) achieved up to
99.52% accuracy on JAFFE.

High accuracy; uses state-of-the-art CNNs. High computation; struggles with occlusion,
pose variations.

Aouayeb et al.
[14]

ViT + SE blocks achieved up
to 99.49% accuracy on multi-
ple datasets.

Captures global dependencies; robust to
noise and occlusion.

Lower accuracy on some datasets; compu-
tational complexity.

Gupta et al. [15] Deep learning for online
learner engagement; up to
92.32% accuracy.

Application-oriented; diverse datasets. Moderate accuracy; limited generalization.

Zakieldin et al.
[16]

Hybrid ViT-TCN
outperformed others; robust
occlusion handling.

Effective temporal modeling; improved ro-
bustness.

Increased complexity; requires more train-
ing data.

Bie et al. [17] Swin-FER network achieved
100% on CK+ and 71.11% on
FER2013.

Enhanced spatial encoding; high controlled-
setting performance.

Performance drop in uncontrolled settings;
generalizability concerns.

P. Barile et al.
[18]

revealed the possibility of suc-
cessfully using TL for FER on
a very small dataset

TL is effective for FER with limited re-
sources and time.

Limited generalization to noisy, real-world
data

H. Kassab et
al.[19]

GCF integrates CNNs and
GCNs for FER.
Achieved up to 100% accuracy
on FERG

Captures both local and global facial fea-
tures.
Improves robustness and accuracy across
datasets.

Performance varies with graph edge ar-
rangements.
Dependent on pretrained CNN models.

L. Xiong et al.
[20]

The proposed CoT AdaViT
model improves facial ex-
pression recognition in com-
plex scenes.The model effec-
tively handles lighting varia-
tions, noise, and occlusion.
Incorporating CoT and adap-
tive learning enhances fine-
grained feature correlation and
global-local consistency.

Enhances fine-grained feature correlations,
maintains local-global consistency, adapts
to complex lighting, and reduces noise and
occlusion via adaptive self-attention.

the CoT AdaViT model may still face
challenges in extremely complex real-world
scenarios, such as severe occlusions, ex-
treme lighting variations, or highly noisy
inputs

R. Kumar et
al.[21]

Transfer learning with VGG-
19 and ResNet-152 applied to
healthcare FER.
Achieved 0.98 accuracy on
CK+; lower on FER2013
(0.44) and JAFFE (0.89).
Dataset-specific preprocessing
improves robustness.

Effective for remote healthcare monitoring
and telemedicine.
Modular, adaptable to different environ-
ments.

Performance drops on noisy/diverse
datasets.
Requires dataset-specific optimization for
generalization.

S Li et al. [22] Proposed a global–local fa-
cial feature fusion method with
preprocessing.
New classification (positive,
neutral, negative) improved
recognition accuracy.

Improved recognition on FER-2013
(80.59%) and JAFFE (97.61%)

Difficulty distinguishing similar emotions
(e.g., neutral)

very deep CNN architectures (e.g., DenseNet, ResNet) have
proven to be successful in extracting discriminative features;
but, due to the consequent nature of the operations they
perform, they can only learn a holistic representation of a
global facial context up to a certain extent. The attention
mechanism developed by Minaee et al. [11] was successful
in improving focusing on features, but it was also data
set dependent with the common issue of overfitting and
not generalizing well. Edge computing approaches focus on

making deployment easier, but this reduces their ability to
handle changes in the environment.

One of the latest contributions to the field of transformer
models by Aouayeb et al. [14] and Zakieldin et al. [16] uses
the self-attention mechanism to enable learning long-range
dependencies, allowing for occlusion, noise, and temporal
variations to be better addressed by the model. Despite these
advantages, these models can be computationally expensive,
and often require large datasets to train effectively. Although,
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Fig. 1. Hierarchy of Vision Transformer model for Facial Emotion Recognition

the Swin-FER has also enhanced the spatial features, it
struggles to generalize beyond complex real-world scenes.

These findings together expose the strengths and limita-
tions of current FER models and the necessity for more scal-
able, efficient, globally- and culturally-attentive models. This
motivates our proposal for a Vision Transformer-based FER
system to take advantage of the self-attention mechanism’s
robustness and accuracy as applied to FER in the case of
real-world smart city applications.

III. PROPOSED METHOD

In this study, we use the ViT architecture presented by
Dosovitskiy et al. [25], proposing an adaptation towards
FER. ViT originates from the Transformers initially designed
for NLP tasks, like English-German translation, which use
self-attention in place of convolutions or recurrences to
represent long range dependencies [26]. This same self-
attention paradigm has been shown to work in computer
vision as well, achieving results in multiple image-based
benchmarks [25].

Excellent results were obtained when the transformer
architecture was used to solve problems in many domains,
such as computer vision [25], [27] and speech vision [28].
These days, ViTs have emerged and shown more promising
results, outperforming CNN. ViTs’ self-attention mechanism,
which acted as their entire framework from an architectural
standpoint, enabled them to perform exceptionally well on
visual tasks. The creation of ViT models was significantly

aided by two fundamental concepts. (a) Self-attention mech-
anism where ViTs caught a wide range of token dependencies
in a global environment, similar to traditional recurrent
neural networks. (b) The second important benefit is the
flexibility to train on large unlabeled datasets and refine
with smaller datasets on different tasks. Dosovitskiy A. [25]
introduced the VIT architecture, which we used in our study.
We divide the input image into fixed-size patches, linearly
embed each one, add position embeddings, and then feed
the resulting vector sequence to a conventional Transformer
encoder, as illustrated in Fig.1. For classification, we append
an additional learnable ”classification token” to the sequence
using the conventional method.

The standard Transformer’s input is a 1D series of token
embeddings. In order to process 2D images, we first reshape
the image I ∈ RL×W×C into a sequence of flattened 2D
patches, or xpR

N×(P 2×C), where L is the input image’s
width, L is its length, C is the number of channels, and
N = H × W/P 2 is the number of patches that result, the
resolution of each image patch is (P, P ) . The Transformer’s
effective input sequence length is also this series of flattened
2D patches. Since the Transformer uses a fixed latent vector
size D for all of its layers, we flatten the patches and transfer
to D dimensions using a trainable linear projection. We refer
to the outcome of this projection as the patch embeddings.

We prefix the sequence of embedded patches (z00 = xclass)
with a learnable embedding. This embedding serves as the
picture representation y, and its state in the Transformer
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encoder’s output (zL0 ) is comparable to the [class] token
of BERT. The classification head linked to zL0 is used for
both pre-training and fine-tuning. The classification head
is implemented during fine-tuning by a single linear layer
and during pre-training by an MLP with a single hidden
layer. In order to maintain positional information, Position
embeddings are added to the patch embeddings. We use
standard learnable 1D position embeddings. This embedding
vector sequence is fed into the encoder. The Transformer
encoder is composed of alternating layers of multi-headed
MLP blocks.

A. Model Hyperparameters

The proposed FER model is based on the ViT architecture
implemented in TensorFlow Keras. Input images are split into
6×6 non-overlapping patches, each flattened and projected
into a 64-dimensional embedding using a trainable Dense
layer in the PatchEncoder. A trainable 1D positional embed-
ding is added to maintain spatial information. The embed-
dings are processed through eight stacked Transformer en-
coder blocks. Each block consists of LayerNormalization, 4-
head Multi-Head Attention (key/query dimension 64, dropout
10%), a residual connection, LayerNormalization, and a 2-
layer MLP with [128, 64] units using GELU activations
and 10% dropout, followed by a second residual connection.
After the Transformer blocks, features are flattened, passed
through a 50% dropout layer, and classified via an MLP head
with two dense layers of 2048 and 1024 units, followed by
a final Dense layer that outputs logits for the seven emotion
classes.

IV. EXPERIMENTS

A. Datasets

1) CK+: Participants, aged 18 to 50 and comprising 69%
females, 81% Euro-Americans, 13% Afro-Americans, and
6% from other groups, contributed to the creation of the
CK+ dataset. Frontal and 30-degree view image sequences
were digitally converted into 640x490 or 640x480 pixel
arrays with 24-bit color or 8-bit grayscale values [29]. This
dataset contains 7 emotions : Anger, Contempt, Disgust, Fear,
Happy, Sadness, and Surprise, Some images are shown in
Fig.2 and their distribution is presented in Fig.3.

Fig. 2. Images from CK+ dataset

Fig. 3. Distribution of classes in the CK+ dataset

Fig. 4. Distribution of classes in the Jaffe dataset

2) JAFFE: Jaffe [30] consists of 213 grayscale pictures
representing seven emotions from ten female expressors:
anger, happiness, disgust, surprise, fear, sadness, and neu-
tral. The distribution of these classes is presented in Fig.4.
Examples of JAFFE images are shown in 5. Every picture is
256× 256 pixels.

Fig. 5. Images from Jaffe dataset
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Fig. 6. Hierarchy of the proposed baseline attention CNN model

3) Data augmentation: This model robustness was en-
hanced by the use of broad data augmentation techniques,
such as normalization, resizing, random rotation, horizontal
flipping, and zooming. Typically, the input images were
normalized with the mean and variance of the training set for
accurate pixel intensity and then size-resized to a fixed size
to ensure consistency. This experiment investigated simulated
changes in orientation, and horizontal flipping and rotation
(7.2°) simulated the change in orientation, while random
zooming ( 20%) tested scale differences. These increases
added diversity and enhanced the generalization of the model.

B. Baseline model

For comparison with the proposed ViT-based FER model,
a CNN with attention-based architecture was implemented
as a baseline. As shown in Fig.6, the baseline model first
extracts features using a three-layer convolutional neural
network, with 16, 32, and 64 filters in successive Conv2D
layers, each followed by MaxPooling. The resulting feature
maps are reshaped into sequences of tokens, which are then
processed by a Multi-Head Attention layer. For JAFFE, the

attention module uses 2 heads with a key/query dimension
of 64 and a dropout rate of 50%, while for CK+ it also uses
2 heads with the same projection dimension but a reduced
dropout rate of 30%.

The output of the attention block is normalized and
passed through a small feedforward layer (Dense 64 with
GELU activation), followed by global average pooling. The
classifier consists of a Dense layer of 64 units with dropout
regularization and a final Dense layer producing outputs for
the 7 emotion classes. Training parameters such as batch size,
number of epochs, optimizer, and learning rate are matched
to those used in the ViT experiments to ensure a fair and
consistent comparison between the proposed ViT model and
the CNN+Attention baseline.

C. Experimental setup

The proposed ViT-based FER model and CNN+Attention
baseline were evaluated on the JAFFE and CK+ datasets.
The images were resized to 72×72 pixels and normalized
using training set statistics. A lightweight data augmentation
pipeline was applied to both models, including random
horizontal flips, rotations up to 2%, and zooms up to 20%,
to improve generalization. Training was performed using the
AdamW optimizer with a learning rate of 0.001 and weight
decay of 0.0001. Model checkpoints were used to save the
best-performing weights based on validation accuracy. As
shown in Tab.II, training hyperparameters were adapted to
each dataset to account for differences in dataset size and
complexity. For JAFFE, a smaller batch size of 32 and 900
epochs was used with a 20% validation split. For CK+, a
larger batch size of 256 and 150 epochs was used with
a 10% validation split. To implement and test the FER
ViT model, we have used an Anaconda-Jupyter (tensorflow)
environment, a 32GB RAM CPU, and an Intel i7 10875H.

D. Experimental results

The metrics we used for the test are as follows : Ac-
curacy ( (TP+TN)

(TP+TN+FP+FN) ), Recall ( TP
TP+FN ), Precision

( TP
(TP+FP ) ), and F1-score (2 ∗ (Precision∗Recall)

(Precision+Recall) ) . Where
TP, FP, TN, and FN stand for True-Positive, False-Positive,
True-Negative, and False-Negative, respectively.

Fig.7 shows the accuracy, Top-5 accuracy, and loss curves
over epochs for the proposed model with the CK+ dataset.
sub-figure (a) shows that training and validation accuracies
increase as they increase and converge around 95% at
approximately 50 epochs, suggesting that the model learns
discriminative features quickly and is well generalized. sub-
figure (b) presents a peak accuracy of nearly 100% for the
training and validation set and is consistently the highest
in these sets for which the correct class consistently ranks
within the top 5 predictions. Sub-figure (c) shows the training
and validation loss curves with a rapid decline in the first
20 epochs and convergence toward low values, suggesting
that optimal optimization and low overfitting are occurring.
Overall, these curves indicate that the model is highly
successful in CK+ with stable training dynamics.

Tab.III summarizes the classification performance of the
proposed ViT model with the CK+ dataset. It has an overall
accuracy of 98.48% and is weighted F1 score of 98.51%
which indicates highly reliable recognition in all emotion
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TABLE II
TRAINING AND HYPERPARAMETER SETUP FOR VIT AND CNN+ATTENTION MODELS ON JAFFE AND CK+ DATASETS.

Dataset Model Batch Size Epochs Validation Split Attention Heads Dropout MLP / Classifier Units
JAFFE ViT 32 900 20% 4 10–50% Transformer: [128,64];

Head: [2048,1024]
JAFFE CNN+Attention 32 900 20% 2 50% Classifier: 64
CK+ ViT 256 150 10% 4 10–50% Transformer: [128,64];

Head: [2048,1024]
CK+ CNN+Attention 256 150 10% 2 30% Classifier: 64

Fig. 7. Training and validation curves over epochs of the proposed model
using CK+ dataset

Fig. 8. Obtained confusion matrix on CK+ test set

categories. Regardless of the magnitude of those emotion cat-
egories, most Anger, Disgust, Fear and Sadness classes were
categorized with perfect precision, recall, and F1-scores.
These emotions were robustly identified from the model. The
Happy and Surprise classes also achieved good results with
F1 scores at 98.85% and 97.73%, respectively. The Contempt
class, a complex class with limited representation in the
dataset, had a slightly lower F1 score of 84.21% despite
its high performance in capturing features. Both macro and
weighted averages indicate the proposed ViT architecture
generalizes well on CK+.

TABLE III
CLASSIFICATION REPORT OF OUR PROPOSED VIT MODEL ON CK+

DATASET

Class Precision Recall F1-score Support
Anger 100.00 100.00 100.00 23

Contempt 80.00 88.89 84.21 9
Disgust 100.00 100.00 100.00 43

Fear 100.00 100.00 100.00 15
Happy 97.73 100.00 98.85 43

Sadness 100.00 100.00 100.00 19
Surprise 100.00 95.56 97.73 45

Accuracy 98.48 197
Macro Avg 96.82 97.78 97.26 197

Weighted Avg 98.59 98.48 98.51 197

Fig.8 presents the confusion matrix of the proposed ViT
model evaluated on the CK+ test set. In particular, the model
provides excellent discrimination among emotion categories.
Almost all of the classes were highly accurate, and only
one instance of Contempt was misclassified. The Surprise
class did similarly perform well, with only two samples
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Fig. 9. Curves of Training and validation Accuracy and loss over epochs
using JAFFE dataset

incorrectly predicted as Contempt. However, the confusion
matrix demonstrates the robustness and reliability of the
proposed ViT model, confirming that it can accurately detect
facial emotions in the CK+ dataset.

Fig.10 presents a visual comparison of these metrics across
the different emotion categories in the CK+ dataset. With
an F1 score of 100%, Anger, Disgust, Fear and Sadness
have consistently been high performers in the ViT model
that consistently has the best performance from any category
on the basis of perfect precision, recall, F1 score of 100%.
The Happy and Surprise classes also had excellent results as
they scored 98.8% and 97.7%, and indicated that the model
is highly effective in distinguishing positive emotions. The
worst performance of the class was Contempt, which had

TABLE IV
CLASSIFICATION REPORT ON TEST SET OF JAFFE DATASET (%)

Class Precision Recall F1-Score Support
Anger 100.00 100.00 100.00 5
Disgusr 100.00 66.67 80.00 3
Fear 100.00 100.00 100.00 7
Happiness 100.00 100.00 100.00 7
Neutral 100.00 100.00 100.00 4
Sadness 88.89 100.00 94.12 8
Surprise 100.00 100.00 100.00 9
Accuracy 97.67 43
Macro Avg 98.41 95.24 96.32 43
Weighted Avg 97.93 97.67 97.51 43

84.2% reduced precision (80.0%) and recall 88.9%. Overall
the results are robust and reliable. They are a very strong
indication of the strengths and reliability of the proposed
ViT architecture, providing nearly perfect classification for
almost all other emotion categories in the CK+ dataset.

Fig.9 presents the training and validation performance of
the proposed ViT model on the JAFFE dataset. As shown
in sub-figure (a), training and validation accuracy gradually
increases as epochs are stepped, then converges to above
85%, which indicates that the model is able to generalize
well without substantial overfitting. In subfigure (b), the top-
5 accuracy curves for training and validation rapidly exceed
90% and remain stable throughout the training process,
demonstrating the robustness of the model in identifying the
correct classes within the top-5 predictions. In contrast, sub-
figure (c) shows the loss curves of training and validation,
which always decrease as the epoch progresses, providing
consistent evidence of effective optimization. In later epochs,
the loss values plateau, reflecting convergence. Overall, the
results support the viT model suggested to produce strong
accuracy and stable training behavior on the JAFFE dataset.

The classification report of the proposed ViT model on
the JAFFE test set is presented in Tab.IV. The model has a
97.51% weighted F1-score of 97.51% and an overall accu-
racy of 97.67%, which is not small, showing good competi-
tion performance for a small dataset size. The most important
emotion categories, Anger, Fear, Happiness, Neutral and
Surprise, received perfect scores across precision, recall and
F1, suggesting the model’s strong discriminatory abilities in
these expressions. Overall, the Sadness class scored 94.12%
with slightly less accuracy. The Disgust class had an even
lower recall of 66.67% and a F1-score of 80.00%, which
could be explained by limited representation in the dataset.
But, the high macro and weighted averages confirm that
the proposed ViT architecture has excellent properties and
robustness to identify facial expressions from the JAFFE
dataset, achieving near-perfect classification in most cases.

The confusion matrix of the proposed ViT model on the
JAFFE test set is presented in Fig.11. The results suggest that
the model is nearly perfect in most emotion categories. The
only exception for Disgust was one instance where the Neu-
tral designation was misclassified as Neutral. This result is
consistent with the findings in Tab. IV, where Disgust showed
poorer performance than the other classes. Though this is
a small limitation, the model has a robust generalization
capability, particularly since the JAFFE dataset is relatively
small. Overall, this overall distribution of predictions shows
the ViT model is extremely useful for capturing subtle facial
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Fig. 10. Results of classification Metrics by Emotion Class using CK+ dataset

Fig. 11. Obtained confusion matrix on JAFFE test set

features and achieves excellent recognition accuracy across
all emotional categories.

Complementing the results presented in Tab.IV and Fig.11,
Fig.12 illustrates the accuracy, recall, and F1-scores in each
emotion class on the JAFFE dataset. The majority of class
sizes, Anger, Fear, Happiness, Neutral and Surprise, scored
as perfect on all three measures of the models with a high
level of reliability that is consistent with the tabulated results.
The Sadness class also scored high, with a F1 score of
94.1%. The Disgust class only received an F1 score of 80.0%,
and the recall value was less than 66.7%, thus making it
a challenge in both the classification report and confusion
matrix. This suggests that the model often struggles to
distinguish Disgust from similar expressions which resemble
the same expressions due to the limited number of training
samples. But, overall, the results provide evidence that the
proposed ViT model performs well on the JAFFE dataset,
maintaining high re-scalability across all test measures.

E. Comparison with baseline CNN-Attention model

The training and validation curves of the attention-based
CNN on the JAFFE and CK+ datasets are shown in Fig. 13
and Fig. 14. As illustrated in Fig. 7, the ViT achieved
higher accuracy and top-5 accuracy, with fewer fluctuations
compared to the CNN model. The loss curves further confirm
this trend, showing that the ViT consistently maintained a
much lower validation loss across epochs than the baseline
CNN. In the Jaffe dataset, the ViT model presented in Fig.9
is smoother and more stable in validation accuracy than the
CNN model with sharp variations in validation accuracy and
loss and indicates an overfitting behavior. In contrast, the ViT
model had more stable training dynamics and improved accu-
racy, thus suggesting a better generalization capability. These
results suggest that, compared to the overall performance
of the final classification, the proposed ViT architecture can
offer superior training stability and convergence behavior that
is more robust to FER tasks.

In Tab.V and histogram in Fig.15 compare the perfor-
mance of the proposed ViT model to the CNN+Attention
baseline on the JAFFE and CK+ datasets. Although both
of these architectures have attention mechanisms, the ViT
consistently obtains accuracy and generally better overall
performance in all measures.

On JAFFE, the ViT model is accurate at 97.67% accuracy,
which was far from the CNN+Attention baseline of 83.72%.
These margins reflect the greater potential that ViTs can
exploit global attention patterns, particularly useful in small
datasets with a high intra-class variability. On the other hand,
the CNN+Attention model tends to emphasize local features,
rather than more general patterns.

The performance gap is also evident in CK+. ViT tests
are 98.48% accuracy, whereas the CNN+Attention baseline
is 84.77%. This is illustrated by the histogram in Fig.15 that
the ViT consistently maintains consistent higher precision,
recall, and F1-score across the two datasets.

In general, attention improves the CNN baseline compared
to the common convolutional model, but the ViT architecture
provides much superior global context modeling and broader
generalization, more particularly on small datasets such as
JAFFE.
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Fig. 12. Results of classification Metrics by Emotion Class using Jaffe dataset

TABLE V
COMPARISON OF CLASSIFICATION PERFORMANCE (%) BETWEEN THE
PROPOSED VIT MODEL AND THE BASELINE CNN ON THE CK+ AND

JAFFE DATASETS

Model Dataset Train
A.

Val
A.

Test
A.

Prec Rec F1

ViT Jaffe 92.16 76.47 97.67 97.93 97.67 97.51

CNN Jaffe 87.50 79.41 83.72 85.76 83.72 83.56

ViT CK+ 95.46 100 98.48 98.59 98.48 98.51

CNN CK+ 87.38 87.34 84.77 85.40 84.77 83.44

The per class breakdowns in Tab.VI and Tab.VII also
highlight differences in classification performance.

The ViT achieves nearly perfect recognition on the CK+
dataset with precision, recall, and F1-scores high beyond
97% for most emotions. In particular, ViT is 100% reli-
able across anger, disgust, fear and sadness and happiness
and surprise is also highly reliable (97%–99%). Plus, the
CNN+Attention model has difficulty with some emotions,
such as sadness (F1 = 46.15%) and contempt (F1 = 53.33%)
although they performed well on happy and surprise. These
results suggest that, even though attention-based approaches
in CNN can capture local and mid-level features, they lack
the necessary ability to handle subtle and less frequent
emotional expressions.

With the JAFFE dataset, ViT is even better. Five of the
seven emotions have perfect scores for the model, with only
sadness having a slightly lower F1 score. But the CNN
baseline model has a weaknesses in disgust, with an F1 score
of 57.1 %, and happiness, with F1 score of 76.9%. Even in
emotions where CNN performs better than ViT, the recall
and accuracy are low compared to ViT.

Overall, this analysis confirms that as the enhanced at-
tention added to CNNs improves against standard CNNs,
they are less effective at monitoring global dependencies and
subtle interclass variation than Vision Transformers. This is
further confirmed by the histogram in Fig.15 showing that
ViT maintains superior accuracy, recall and F1 score over
both data sets.

TABLE VI
COMPARISON OF VIT AND CNN PERFORMANCE ON EMOTION

CLASSIFICATION (%) USING CK+ DATASET.

Emotion ViT (%) CNN (%)
Precision Recall F1 Precision Recall F1

Anger 100.0 100.0 100.0 69.23 78.26 73.47
Contempt 80.00 88.89 84.21 66.67 44.44 53.33
Disgust 100.0 100.0 100.0 77.36 95.35 85.42
Fear 100.0 100.0 100.0 78.95 100.0 88.24
Happy 97.73 100.0 98.85 100.0 97.67 98.82
Sadness 100.0 100.0 100.0 85.71 31.58 46.15
Surprise 100.0 95.56 97.73 93.18 91.11 92.13

TABLE VII
COMPARISON OF VIT AND CNN CLASSIFICATION PERFORMANCE

USING JAFFE DATASET

Emotion ViT (%) CNN (%)
Precision Recall F1-

Score
Precision Recall F1-

Score
Anger 100.0 100.0 100.0 100.0 60.0 75.0
Disgust 100.0 66.7 80.0 50.0 66.7 57.1
Fear 100.0 100.0 100.0 77.8 100.0 87.5
Happiness 100.0 100.0 100.0 83.3 71.4 76.9
Neutral 100.0 100.0 100.0 100.0 75.0 85.7
Sadness 88.9 100.0 94.1 87.5 87.5 87.5
Surprise 100.0 100.0 100.0 90.0 100.0 94.7

F. Comparison of performance with the state-of-the art
methods

The comparison shown in Tab. VIII indicates that the
accuracies obtained using the proposed ViT-based approach
of 98.48% and 97.67% on CK+ and JAFFE respectively,
are very close to state-of-the-art. For CK+, our model’s
performance is close to the performance achieved by Bie et
al. [17](100%) and Aouayeb et al. ayou (99.49%), and better
than other CNN based works like Muhammad and Hossain
[12]] (96.6%), and Gupta et al. [15](89.11%). Concerning
JAFFE, our method achieves 97.67%, very close to the
highest accuracy of 99.52% reported by Akhand et al. [13]
and better than most of the other reported methods, such
as CNN-based edge computing by Muhammad and Hossain
[12] (93.5%), saliency map + GAN by Kumari and Bhatia
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Fig. 13. Training and validation accuracy and loss curves of the baseline
attention-based CNN on the CK+ dataset

[24] (97.7%) and the GCF model by Kassab et al. [19] (89%).
These results show the ability of our ViT-based framework
to achieve a good trade-off accuracy over both datasets and
to be competitive with latest transformer based models while
being a simpler architecture than hybrid or very augmented
approaches. The performance of the comparison is shown
also in Fig. 17 and Fig. 16 where the histograms clearly
show the performance of our method compared to previous
works on both JAFFE and CK+ datasets.

V. CONCLUSION

In the presented study, we introduced a ViT based model
for FER and proved its efficiency on the FER benchmark
databases CK+ and JAFFE. Utilizing the self-attention mech-
anism in conjunction with the patch-based representation of

Fig. 14. Training and validation accuracy and loss curves of the baseline
attention-based CNN on the JAFFE dataset

the input image, the ViT model was able to represent both
global dependencies on the input and fine nuances in facial
expressions. The experimental results show superior perfor-
mance with 98.48% accuracy on the CK+ dataset and 97.67%
accuracy on JAFFE dataset with high precision, recall and
F1-scores in all of the emotion classes. The experiments
show that ViTs can outperform traditional CNNs on FER
tasks, as well as being competitive, if complemented with
suitable data augmentation and regularization techniques.
The potential for adapting pre-trained ViT models with low-
sized emotion data sets is another promising aspect towards
the deployment of FER to real life applications such as
healthcare, smart surveillance or human-computer interac-
tion. As future work, we wish to expand this method in the
context of multimodal emotion recognition by fusing audio
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Fig. 15. ViT vs CNN Comparison Across Accuracies, Precision, Recall, F1 using CK+ and JAFFE dataset

Fig. 16. Comparison of obtained results using Ck+ dataset with the state-of-the-art methods

Fig. 17. Comparison of obtained results using JAFFE dataset with the state-of-the-art methods

and physiological signals and further investigate lightweight
transformer architectures for deployment on edge devices in

real time.
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TABLE VIII
COMPARISON WITH THE STATE-OF-THE-ART METHODS

Reference Method Dataset(s) Accuracy
D. Salama AbdELmi-
naam et al. [10], 2020

DCNN + DT/SVM/KNN (Fog &
Cloud)

SDUMLAHMT, CASIA 99.06%

S. Minaee et al. [11],
2021

Attention-based CNN CK+, FER-2013, JAFFE, FERG 98%, 70.02%, 92.8%,
99.3%

M.A.H. Akhand et al.
[13], 2021

TL (VGG-16, ResNet-50, Inception-v3,
DenseNet-161)

KDEF, JAFFE 96.51%, 99.52%

G. Muhammad &
M.S. Hossain [12],
2021

CNN (Edge Computing) CK+, JAFFE 96.6%, 93.5%

M. Aouayeb et al.
[14], 2021

ViT + SE blocks CK+, RAF-DB, JAFFE, SFEW 99.49%, 90.61%

S. Gupta et al. [15],
2023

Inception-V3, VGG-19, ResNet-50
(Learner Engagement)

FER-2013, RAF-DB 89.11%, 90.14%, 92.32%

M. Bie et al. [17],
2024

Swin-FER (ViT with spatial encoding) CK+, FER2013 100%, 71.11%

P. Barile et al. [18],
2024

Transfer Learning in complexity sci-
ence

JAFFE 85.54%

N. Kumari and R.
Bhatia [24], 2024

Saliency map + CLAHE + GAN +
CNN (Nadam)

JAFFE, CK+, FER+ 97.7%, 99.9%, 84.2%

H. Kassab et al. [19],
2024

Graph Convolutional FER (GCF) CK+, JAFFE, FERG 98%, 89%, 100%

R. Kumar et al. [21],
2025

TL (VGG-19, ResNet-152, preprocess-
ing)

CK+, FER2013, JAFFE 98%, 44%, 89%

S. Li et al. [22], 2025 Two-branch CNN (Global + Local,
Haar cascades)

JAFFE, FER-2013 97.61%, 80.59%

Suggested method ViT Jaffe, CK+ 97.67%,98.48%
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